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Cartesian grid methods

Mittag-Leffler, May 2017

• Cartesian grids

• Mostly second order, finite 

volume schemes

• Hyperbolic problems  

• Solve Riemann problems for 

stabilization 

• Use mapped grids or cut-cell 

methods for geometry

• Algorithmic development for 

future architectures

• Performance modeling in HPC 

environment
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Computational performance

Mittag-Leffler, May 2017
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Almost 30 times 
improvement
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AMR Applications
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ForestClaw Project
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A parallel, adaptive library for logically Cartesian, mapped, multi-block domains

Features of ForestClaw include : 

• Uses the highly scalable p4est dynamic grid management library (C. 

Burstedde, Univ. of Bonn, Germany) 

• Each leaf of the quadtree contains a fixed, uniform grid,

• Optional multi-rate time stepping strategy, 

• Has mapped, multi-block capabilities,  (cubed-sphere, for example) to 

allow for flexibility in physical domains,

• Modular design gives user flexibility in extending ForestClaw with Cartesian 

grid based solvers and packages.

• Uses essentially the same algorithmic components as patch-based AMR

www.forestclaw.org

ForestClaw development supported by the National Science Foundation 

http://www.forestclaw.org
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ForestClaw adaptivity 

Mittag-Leffler, May 2017

Each quadrant is a single logically  
grid, designed for finite volume or 
finite difference solvers. 

Parallel, multiblock AMR 3

Fig. 2.2. Three 8 ⇥ 8 computational grids shown in levels ` � 1, ` and ` + 1. Solution data
in each grid are stored in contiguous 12⇥ 12 arrays of 82 interior mesh cells (shown in white) and
two layers of ghost cells (shown in shaded regions). The interior regions of the grids in a quadtree
layout do not overlap and so form a partition of the computational domain. Thick lines indicate
quadrant (grid) boundaries.

ghost cell regions, so that a grid with 82 interior cells and two layers of ghost cells
stores solution data in a contiguous array of 12⇥12 mesh cells (with one or more fields
per grid cell). The interiors of computational grids do not overlap, but the ghost cell
region of one grid will overlap with the interior of its face-adjacent and corner adjacent
neighbors. In a ForestClaw, values for the interior dimensions and number of ghost
cell layers are the same for all grids, e↵ectively enforcing a constant 2:1 refinement
ratio between grid levels. The resolution of a particular grid is determined by the size
of the quadrant it occupies, so a grid occupying a level ` quadrant has 2` times the
resolution of the same grid in a level 0 quadrant.

Informally we will refer to “quadrants” and “grids” interchangeably. Fine grids
are those that occupy quadrants at higher levels; coarse grids occupy quadrants at
levels with numeric values closer to 0. A grid can be both a “coarse” grid and a “fine
grid, depending on the context. When describing numerical schemes, it will also be
convenient to refer to the border surrounding the interior grid cells (i.e. the quadrant
boundaries) as the grid boundary, even though this boundary does not enclose the
ghost cell regions. This boundary consists of four edges separating the interior grid
cells from the exterior ghost cell cell regions. And when the context is clear, the “size”
of a grid should be loosely understood to mean the size of the quadrant occupied by
that grid, although there will also be occasion to describe a grid using its (fixed)
interior dimensions, e.g. an 8⇥8 grid. It is also informally understood that the use of
the term “grid” often refers to the contiguous array of solution values associated with
the grid, and not just the geometric metadata needed to describe the grid. In this
context, a “coarse grid solution” or a “fine grid solution” is the solution on a coarser or
finer grid. In the current version of ForestClaw, we store grids (and solution values)
only for those quadrants that make up the final partitioning of the domain. If, during
refinement, a coarse quadrant is subdivided into four finer quadrants, the storage for
the coarse grid solution and any coarse grid metadata is deleted and storage for a finer
grid is allocated in each of the four finer quadrants. See Figure 2.2 for an illustration
of grids and quadrants.

There are several advantages to the tree based refinement. One, the numerical

Regridding, connectivity done using p4est
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ForestClaw Extensions
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Patches Extensions

Time stepping, dynamic 
grid management, input/
output. Tasks (tagging, building patches, 

etc) can be completely 
customized

ForestClaw is mostly C;  solvers 
extension libraries left largely 
untouched (in original Fortran)

Core routines

p4est

ForestClaw

clawpack4.6

clawpack5

geoclaw

ash3d
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Dendritic crystal growth

Mittag-Leffler, May 2017

Adaptive grids in large domains are required in the low 
Stefan number regime.
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Phase field equations

Mittag-Leffler, May 2017

ut = r2u� 30g(�)

S
�t

�t = m"r2�+
m

"
� (1� �)

✓
�� 1

2

◆
+ 30g(�)m↵Su

B. Murray, A. Wheeler, and M. Glicksman, “Simulations of experimentally observed dendritic 
growth behavior using a phase-field model”, Journal of Crystal Growth, 154 (1995), pp. 
386–400.

u(x, t) Temperature

�(x, t) Solid/liquid indicator function in [0, 1] (Phase field)
g(�) free-energy double-well potential

S Stefan number
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Reaction-Diffusion equations

Mittag-Leffler, May 2017

Updates are typically done sequentially

• Use implicit method to update the temperature field

• Use implicit method to update the phase field

Coupled system of reaction-diffusion equations 

• Admit sharp fronts - even though there are no hyperbolic terms

• Can also benefit from adaptivity and multi-rate time stepping

ut = r2u+ f(u, v)

vt = r2v + g(u, v)
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Runge-Kutta-Chebyshev methods

Mittag-Leffler, May 2017

Consider the Dahlquist test problem,

U 0
(t) = �U (t)

Any one-step explicit method can be written as

Un+1
= R (z)Un

where z = k�, and R (z) is the stability function.

Example: Forward Euler can be written as

Un+1
= Un

+ k�Un

= (1 + z)Un

= R(z)Un
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Runge-Kutta-Chebyshev methods

Mittag-Leffler, May 2017

For accuracy, a one step scheme must satisfy R(z) ⇡ ez, or

R (z) = 1 + z +
z2

2

+

z3

3!

+ . . .+
zp

p!
+O(zp+1

)

for pth order accuracy.

For stability, we need

|R (z)|  1

Example: Forward Euler is a first order scheme, with stability

constraints

|1 + k�| < 1 ! k < 2/�.

For large �, we have k ⌧ 1.
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Parabolic equations

Mittag-Leffler, May 2017

qt = r2q + S

Using a method-of-lines approach, we can discretize in space (using, for
example, a finite volume scheme) to get

Q0(t) = AQ(t) +B(t) + S(t)

where Q(t) is a vector of values.

Sti↵ system : k ⇠ 1

h2
� 1

One answer : Avoid sti↵ness by using an implicit method! Uncon-
ditional stability - what could be better than that? Popular choice :
Crank-Nicolson method. Other options : L-stable TR-BDF2 and so on.
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Implicit time stepping?

Mittag-Leffler, May 2017

Implicit time stepping for parabolic equations ? 

• Good stability properties, but …

• Solving can be challenging on an adaptive mesh


-- Multi-grid, preconditioned Krylov space methods?  Direct 
methods?


• Coupling errors associated with IMEX methods?

Is implicit time stepping the only 
choice for parabolic terms?
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Explicit time stepping

Mittag-Leffler, May 2017

Coefficients go to zero, 
which will be important 
for internal stability 

Basic idea : Design a Runge-Kutta method with an extended stability
region. One choice

Rs(z) = Ts

⇣
1 +

z

s

2

⌘

where Ts(x) is the Chebyshev polynomial of the first kind.

Examples:

R3(z) = 1 + z +
4

27
z

2 +
4

729
z

3

R5(z) = 1 + z +
4

25
z

2 +
28

3125
z

3 +
16

78125
z

4 +
16

9765625
z

5

The interval of absolute stability is [�2s2, 0].
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Stability regions

Mittag-Leffler, May 2017

Compare to the stability region of  the 
classic Forward Euler method

R3(z)

R6(z)

S = {z 2 C : |Rs(z)| < 1}
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Runge-Kutta Chebyschev Schemes

Mittag-Leffler, May 2017

• Low storage
• Only linear growth in round-off 

with s
• Explicit

An s-stage Runge-Kutta scheme that can be shown to produce this sta-

bility function is given by

Y0 = Un,

Y1 = Y0 +
k

s2
F0

.

.

.

Yj = 2Yj�1 � Yj�2 +
2k

s2
Fj�1 (2  j  s)

.

.

.

Un+1
= Ys

for the problem U 0
(t) = F (U(t)).
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Second order RKC 

Mittag-Leffler, May 2017

In practice, we want to use damped, higher order schemes.

A second order damped stability function is given by

Rs(z) = 1 +

T 00
s (w0)

(T 0
s(w0))

2
(Ts(w0 + w1z)� Ts(w0))

where w0 = 1 +

✏

s2
and w1 =

T 0
(w0)

T 00
(w0)

.

The stability interval is [��s, 0], where �s ⇡ 2
3 (s

2 � 1).



Donna Calhoun

RKC schemes

Mittag-Leffler, May 2017

• Low storage
• Good internal stability properties
• Coefficients available in analytic form

The corresponding second order damped RKC scheme is expressed in
Shu-Osher form as

Y0 = Un,

Y1 = Y0 + µ̃1kF0,

...

Yj = µjYj�1 + ⌫jYj�2 + (1� µj � ⌫j)Y0 + µ̃jkFj�1 + �̃jkF0

...

Un+1 = Ys,

B. P. Sommeijer, L. F. Shampine, and J. G. Verwer. “RKC:  An explicit solver 
for parabolic PDEs”. J. of Comp. and App. Math., 88(2), 1997.
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RKC Stages

Mittag-Leffler, May 2017

In general, the number of stages for a single time step k is given by

s ⇡
p

k⇢(F 0
(U))

where ⇢(F 0
(U)) is the spectral radius of F 0

(U).

When used as a time stepping method in a method-of-lines discretization

of a di↵usion equation, the number of stages is approximately

s(A) ⇡
r

k

h2
=

p
k

h
.

If we take k ⇠ h, we have s(A) ⇠ 1/
p
h.



Donna Calhoun

RKC stages

Mittag-Leffler, May 2017

h s FE

0.1 8 20

0.01 25 200

0.001 79 2,000

0.0001 248 20,000

s =

⇠
2p

0.653 h

⇡
FE =

⇠
2

h

⇡
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Multi-rate time stepping

Mittag-Leffler, May 2017

or local time stepping, subcycling, …
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Filling ghost cells

Mittag-Leffler, May 2017

Each grid (or “leaf”, in p4est terminology) has one of more layers of ghost cells used for 
communication between grids

6 D. Calhoun and C. Burstedde

Fig. 2.3. Coarse grid interpolation stencils used to fill in fine grid ghost cell values. The open
circles are the coarse grid values used in the stencil and the filled smaller circles are the fine grid
ghost cell values to be filled in. The shaded fine grid ghost cell regions will be filled in by interpolation
from the coarse grid. The fine grid ghost cells in the lower left corner of the upper fine grid will be
filled in from the coarse grid shown here. As the fine grid in the lower right corner shows, corner
ghost cell regions on the fine grid are also filled in from a corner adjacent coarse grid.

in Clawpack. The user may also supply their own customized boundary condition
routines. In Figure 2.4, we show a general arrangement of fine and coarse grids at a
physical boundary.

After an averaging/copying step and before interpolation, physical boundary con-
ditions are used to fill in all edge and corner coarse grid ghost cells that lie outside the
physical domain. To ensure that corners are properly filled in, the physical boundary
conditions (extrapolation or reflection) are applied along the entire extent of the grid,
not just at faces between interior and exterior grid cells. After applying the physical
boundary conditions to coarse grids, we can interpolate ghost cell values to fine grids,
even those fine grids adjacent to the physical boundary. After interpolation, we then
apply physical boundary conditions a second time, this time to fill in all fine grid
ghost cell values outside the physical domain. While this second application of the
physical boundary conditions will largely duplicate the e↵orts of the first, this second
sweep ensures that fine grid corner ghost cells which lie outside the physical domain
are valid, since in this second sweep, these values will be filled by either extrapolation
or reflection from newly interpolated ghost cell values inside the physical domain.

In Algorithm 1, we illustrate the serial algorithm described above for filling in
ghost cells on the non-overlapping quadtree hierarchy. In this algorithm, we describe
the serial version of the ghost exchange, and assume that at every exchange, we want
to fill ghost cell values on all levels. In later versions, we will incorporate parallel ghost
patch exchanges, and a ghost cell filling procedure that incorporates time interpolated
levels needed for multirate schemes.

Proposition: Assume that the number of interior grid cells in any direction is
at least twice the number of ghost layers in that direction. Also, assume that an
interpolation stencil used to interpolate from a coarse grid to the ghost cells of a
neighboring fine grid can be completely contained within a single quadrant of the

Step 2 : Interpolation to fine ghost 
regions, using coarse grid ghost 
regions

Step 1 : Averaging or copying to 
coarse ghost regions 

Assume valid data in the interior of each patch
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Multi-rate time stepping

Mittag-Leffler, May 2017

Levels

t+�t

t

Time

Coarsest level Finest level
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods

Mittag-Leffler, May 2017

�t

�t

2

�t

2



Donna Calhoun

Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods
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Multi-rate RKC methods

Mittag-Leffler, May 2017
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21 steps for the multi-rate scheme verses 
24 steps for a global time stepping scheme



Donna Calhoun

Multi-rate RKC methods

Mittag-Leffler, May 2017

103 steps for the multi-rate scheme verses 
192 steps for a global time stepping scheme
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Diffusion (1d)

Mittag-Leffler, May 2017

Di↵usion equation

U

t

(x, t) = U

xx

(x, t) + S(x, t)

for x 2 (0, 1) and t 2 (0, T ).

Assume solutions of the form U(x, t) = P (t)Q(x) with the following

equations for P (t) and Q(x),

Q(x) = T

✓
x� 0.25

c

◆
� T

✓
x� 0.75

c

◆
, P (t) = e

�t

where T (x) =

1
2 (tanh(x) + 1) and

S(x, t) = P

0
(t)Q(x)�Q

00
(x)P (t)
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Diffusion equation (1d)

Mittag-Leffler, May 2017

Levels 3-6
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Diffusion equation (1d)

Mittag-Leffler, May 2017

Time-step./Mesh E↵ective N grid res. # grids Error RHS Rate Ratio
512 8 64 2.75⇥ 10�4 193 344 – 1.00

Global/ 1024 16 64 6.94⇥ 10�5 532 480 1.98 1.00
Uniform 2048 32 64 1.73⇥ 10�5 1 489 792 2.00 1.00

4096 64 64 4.34⇥ 10�6 4 208 640 1.99 1.00
8192 128 64 1.08⇥ 10�6 11 822 400 2.00 1.00
512 8 20 1.84⇥ 10�3 66 720 – 0.35

Global/ 1024 16 20 4.48⇥ 10�4 172 760 2.04 0.32
Adaptive 2048 32 20 1.11⇥ 10�4 480 060 2.02 0.32

4096 64 20 2.74⇥ 10�5 1 332 420 2.01 0.32
8192 128 20 6.84⇥ 10�6 3 729 440 2.01 0.32
512 8 20 1.91⇥ 10�3 33 856 – 0.18

Multi-rate/ 1024 16 20 4.42⇥ 10�4 87 528 2.10 0.16
Adaptive 2048 32 20 1.10⇥ 10�4 242 784 2.00 0.16

4096 64 20 2.73⇥ 10�5 674 160 2.01 0.16
8192 128 20 6.77⇥ 10�6 1 884 896 2.01 0.16

Levels 3-6;   Use linear interpolation in time;  fill ghost cells using 
conservative interpolation; no (apparent) order reduction.
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Multi-rate time stepping

Mittag-Leffler, May 2017

~ 2x speed-up ~20 times speed-up
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Allen-Cahn Equations
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ut = r2u+
u� u3

D2
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Spiral waves
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Summary
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• Promising results so far

• 2d implementation

• Higher order ROCK schemes

• Theoretical results with D. Ketcheson (KAUST)

• Advection-Diffusion equations using RKC?

• How does this work in a parallel?  

• How does this compare to other standard schemes for 

treating parabolic equations?

Direct, explicit stabilized method for time stepping parabolic PDEs 
on  adaptive meshes. 
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Cubed Sphere
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p4est : Load balancing using a space 
filling curve 

ForestClaw - Parallelism

Mittag-Leffler, May 2017

Remote ghost patch

(Proc 1)

Remote ghost

patch (Proc 2)

Local patch

(Proc 3)

;

Fine grid corner ghost cells at corners 
where 3 or more processors meet

D. Calhoun and C. Burstedde, “ForestClaw : A parallel algorithm for patch-based adaptive mesh 
refinement on a forest of quadtrees", (submitted), 2017. (arXiv:1703.03116)

https://arxiv.org/abs/1703.03116


Donna Calhoun

Parallel scaling (BlueGene/Q)
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90% (or better) efficiency at 16K coresScalar advection on replicated 
domain using 32x32 patches

Weak scaling
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80%  AMR efficiency at approx. 100 grids 
per core

Parallel scaling (BlueGene/Q)
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Strong scaling for single grid

D. Duplyakin , J. Brown, D. Calhoun, “Applying Active Learning to Adaptive Mesh Refinement 
Simulations”, (submitted) IEEE (2017)


