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Adaptive Mesh Refinement
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What is Adaptive Mesh Refinement (AMR)? 

• Often refers to multi-level hierarchy of Cartesian grid patches, 
FV cells, DG or FEM elements, 


• Multi-level mesh dynamically evolves with solution features of 
interest


• Accuracy of overall scheme should match accuracy of solvers on 
single patches or elements, 


• Works best with spatially localized features

• Overhead associated with managing grid hierarchy should be 

minimized.

AMR should be one of the tools we use to improve 
performance of codes
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Flavors of AMR for Cartesian grids
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Block-based : Composite mesh of 
equally sized non-overlapping 
blocks (PARAMESH, Enzo, 
Nirvana, Racoon II, ForestClaw ...)

Patch-based : Overlapping layers 
of meshes of varying sizes 
(AMRCLaw, AMReX, AMROC, 
SAMRAI,Chombo, ...)

AMR based on hierarchy of nested Cartesian grids
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ForestClaw Project
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Features of ForestClaw include : 

• Uses the highly scalable p4est dynamic grid management library (C. 

Burstedde, Univ. of Bonn, Germany)

• Each leaf of the quadtree contains a fixed, uniform grid,

• Optional multi-rate time stepping strategy, 

• Has mapped, multi-block capabilities,  (cubed-sphere, for example) 

to allow for flexibility in physical domains,

• Modular design gives user flexibility in extending ForestClaw with 

Cartesian grid based solvers and packages.

• Uses essentially the same numerical components as patch-based 

AMR (e.g. Berger-Oliger-Colella)

A parallel, adaptive library for logically Cartesian, mapped, multi-block domains

www.forestclaw.org
Thanks to NSF for supporting this work

http://www.forestclaw.org
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Why use quadtree/octree approach?
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Advantages of the block-based approach using quad/octrees:

• Regular neighbor connectivity means it is easy to implement inter-

grid communication

• Non-overlapping composite grid structure is intuitive.  The solution 

exists only on one grid, not on several layers of grids. 

• Quadtree/octree well suited for emerging hardware - patches can all 

be processed simultaneously in CUDA blocks, for example, 

• Equal size patches and space-filling curve makes load-balancing 

straightforward, without the need for tiling patches. 

• Mesh management algorithms can be decentralized

• Very limited meta-data requirements. 
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What is p4est?
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• Highly scalable meshing library based on quadtree/octree 
refinement


• Manages a “forest-of-octrees” to allow for geometrically complex 
domains.  


• Encapsulates AMR meshing details parallel load balancing, 
dynamic regridding, neighbor connectivity and so on 


• Principle developers are Carsten Burstedde (Univ. of Bonn, 
Germany), Lucas Wilcox (NPS, Monterey, CA), Tobin Isaac (Georgia 
Tech) and several others. Originated at Univ. of Texas, Austin. 


• Key component in three Gordon Bell finalists (2008, 2010, 2012) 
and a Gordon Bell prize winner (2015)

http://www.p4est.org
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What does p4est provide?

SIAM CSE - Spokane - 2019

• Provides 2:1 balanced quadtree/octree mesh based on tagged 
quadrants/octants


• Sets up ghost quadrants/octants for MPI communication

• Transfers communication buffers (packed by the application) to 

remote processors 

• Handles parallel partitioning and load balancing using a space 

filling curve paradigm, 

• Provides many tools for nearest neighbor lookups  (both face 

neighbors and corner neighbors)

• Provides transformations needed to implement multi-block solvers

• Companion sc library provides utilities for parsing and registering 

input options from a configuration file or command library, and 
memory management utilities.
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What p4est does not provide
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• p4est does not handle spatial discretization - user is free to fill 
quads/octs with any type of data (FEM/DG/Cartesian grids)


• p4est does not pack and unpack data for exchange between 
processors


• p4est can provide the user with a coarse quadrant and two 
refined quadrants, but it is up to the application to decide how 
to create new grids from existing grids. 


• p4est does not decide on refinement criteria - the application 
must tag cells for coarsening or refinement.


• p4est does not handle any time stepping - all of this must be 
supplied by the application



Donna Calhoun

A PDE layer for applications
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To use p4est to solve PDEs, a “PDE layer” is needed to handle tasks 
not carried out by p4est.  This layer should 

• Define spatial discretization, 

• Manage (possibly adaptive) time stepping

• Supply refinement criteria

• Transfer solution between old and new evolving meshes

• Fill in any quadrant face and corner data at  (ghost cell, halo, etc) 

needed so grids can communicate their solution with each other

• Pack and unpack data for parallel exchange and load balancing

• Provide visualization

• Write output

• ...
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How does ForestClaw use p4est?
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In the “clawpatch” patch (used for 
finite volume solvers), each p4est 
quadrant is occupied by a  single 
logically Cartesian  grid, stored in 
contiguous memory, including ghost 
cells. 

Parallel, multiblock AMR 3

Fig. 2.2. Three 8 ⇥ 8 computational grids shown in levels ` � 1, ` and ` + 1. Solution data
in each grid are stored in contiguous 12⇥ 12 arrays of 82 interior mesh cells (shown in white) and
two layers of ghost cells (shown in shaded regions). The interior regions of the grids in a quadtree
layout do not overlap and so form a partition of the computational domain. Thick lines indicate
quadrant (grid) boundaries.

ghost cell regions, so that a grid with 82 interior cells and two layers of ghost cells
stores solution data in a contiguous array of 12⇥12 mesh cells (with one or more fields
per grid cell). The interiors of computational grids do not overlap, but the ghost cell
region of one grid will overlap with the interior of its face-adjacent and corner adjacent
neighbors. In a ForestClaw, values for the interior dimensions and number of ghost
cell layers are the same for all grids, e↵ectively enforcing a constant 2:1 refinement
ratio between grid levels. The resolution of a particular grid is determined by the size
of the quadrant it occupies, so a grid occupying a level ` quadrant has 2` times the
resolution of the same grid in a level 0 quadrant.

Informally we will refer to “quadrants” and “grids” interchangeably. Fine grids
are those that occupy quadrants at higher levels; coarse grids occupy quadrants at
levels with numeric values closer to 0. A grid can be both a “coarse” grid and a “fine
grid, depending on the context. When describing numerical schemes, it will also be
convenient to refer to the border surrounding the interior grid cells (i.e. the quadrant
boundaries) as the grid boundary, even though this boundary does not enclose the
ghost cell regions. This boundary consists of four edges separating the interior grid
cells from the exterior ghost cell cell regions. And when the context is clear, the “size”
of a grid should be loosely understood to mean the size of the quadrant occupied by
that grid, although there will also be occasion to describe a grid using its (fixed)
interior dimensions, e.g. an 8⇥8 grid. It is also informally understood that the use of
the term “grid” often refers to the contiguous array of solution values associated with
the grid, and not just the geometric metadata needed to describe the grid. In this
context, a “coarse grid solution” or a “fine grid solution” is the solution on a coarser or
finer grid. In the current version of ForestClaw, we store grids (and solution values)
only for those quadrants that make up the final partitioning of the domain. If, during
refinement, a coarse quadrant is subdivided into four finer quadrants, the storage for
the coarse grid solution and any coarse grid metadata is deleted and storage for a finer
grid is allocated in each of the four finer quadrants. See Figure 2.2 for an illustration
of grids and quadrants.

There are several advantages to the tree based refinement. One, the numerical

ForestClaw is a p4est PDE layer.

• Written mostly in object-oriented C

• Core routines are agnostic as to 

patch data, solvers used, etc. 

• Most aspects of the PDE layer, 

including type of patch used, 
solver, interpolation and averaging, 
ghost-filling, can be customized


• Support for legacy codes

• Several extensions include 

Clawpack extension, GeoClaw, 
Ash3d and others. 


• Current solvers are designed for FV 
meshes
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Filling ghost cells
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Each grid (or “leaf”, in p4est terminology) has one of more layers of ghost cells used for 
communication between grids

6 D. Calhoun and C. Burstedde

Fig. 2.3. Coarse grid interpolation stencils used to fill in fine grid ghost cell values. The open
circles are the coarse grid values used in the stencil and the filled smaller circles are the fine grid
ghost cell values to be filled in. The shaded fine grid ghost cell regions will be filled in by interpolation
from the coarse grid. The fine grid ghost cells in the lower left corner of the upper fine grid will be
filled in from the coarse grid shown here. As the fine grid in the lower right corner shows, corner
ghost cell regions on the fine grid are also filled in from a corner adjacent coarse grid.

in Clawpack. The user may also supply their own customized boundary condition
routines. In Figure 2.4, we show a general arrangement of fine and coarse grids at a
physical boundary.

After an averaging/copying step and before interpolation, physical boundary con-
ditions are used to fill in all edge and corner coarse grid ghost cells that lie outside the
physical domain. To ensure that corners are properly filled in, the physical boundary
conditions (extrapolation or reflection) are applied along the entire extent of the grid,
not just at faces between interior and exterior grid cells. After applying the physical
boundary conditions to coarse grids, we can interpolate ghost cell values to fine grids,
even those fine grids adjacent to the physical boundary. After interpolation, we then
apply physical boundary conditions a second time, this time to fill in all fine grid
ghost cell values outside the physical domain. While this second application of the
physical boundary conditions will largely duplicate the e↵orts of the first, this second
sweep ensures that fine grid corner ghost cells which lie outside the physical domain
are valid, since in this second sweep, these values will be filled by either extrapolation
or reflection from newly interpolated ghost cell values inside the physical domain.

In Algorithm 1, we illustrate the serial algorithm described above for filling in
ghost cells on the non-overlapping quadtree hierarchy. In this algorithm, we describe
the serial version of the ghost exchange, and assume that at every exchange, we want
to fill ghost cell values on all levels. In later versions, we will incorporate parallel ghost
patch exchanges, and a ghost cell filling procedure that incorporates time interpolated
levels needed for multirate schemes.

Proposition: Assume that the number of interior grid cells in any direction is
at least twice the number of ghost layers in that direction. Also, assume that an
interpolation stencil used to interpolate from a coarse grid to the ghost cells of a
neighboring fine grid can be completely contained within a single quadrant of the

Step 2 : Interpolation to fine ghost 
regions, using coarse grid ghost 
regions

Step 1 : Averaging or copying to 
coarse ghost regions 

Assume valid data in the interior of each patch

Note : 8x8 grids show here are too 
small to use in practice
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ForestClaw - multi block features
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Shockbubble simulation using Clawpack (www.clawpack.org) 
extension of ForestClaw on 4x1 multi block domain 

http://www.clawpack.org
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ForestClaw - multi block features
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Shockbubble simulation using Clawpack (www.clawpack.org) 
extension of ForestClaw on 4x1 multi block domain 

Solvers based on finite 
volume wave 

propagation algorithms 
in Clawpack (R. J. 

LeVeque)

http://www.clawpack.org
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ForestClaw - parallel capabilities
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Distributed (MPI) parallelism handled by p4est using space-filling-
curve with Morton ordering

• Good scaling up to 65K cores on using 32x32 blocks on 

JUQUEEN (Juelich, Germany) (now de-commissioned)

4 block domain (4 procs) 5-patch disk domain (4 procs)
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Volcanic ash  transport
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Volcanic ash transport using Ash3d (H. Schwaiger, USGS) extension  of ForestClaw

3 

 

 

Figure 1. Example model grids illustrated in Google EarthTM1. (a) Latitude-longitude grid over the North Atlantic. (b) 
Projected grid over Alaska. (c) Close-up of cells over Redoubt volcano, showing a vertical distribution of ash 
specified by equation (1), using a shape factor (k) of 4.  

                                                                    

1Google Earth TM images are copyrighted by Google (2011), Europa Technologies (2011), Tele Atlas, and 
Geocenter Consulting.  Use of these and other Google EarthTM images in this document is consistent with 
usage allowed by Google (Google, 2013) and do not require explicit permission for publication. 

Extend existing 
volcanic ash 
transport model with 
a parallel, adaptive 
capabilities 

Original code : 2 hours

Parallel, Adaptive: 

15 minutes
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Recent developments
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• Conservation fix that is suitable for mapping grids

• CUDA implementation of the fully unsplit wave propagation 

algorithm 

Coarse grid

Fine grid
Gap can lead to loss of conservation
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EuroHack 2018 - Lugano, Switzerland
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Sponsored by : NVIDIA + Swiss National Computing Center 

Scott Aiton (BSU), Andreas Jocksch (CSCS), Xinsheng 
Qin (Univ. of Washington), D. Calhoun (BSU), Melody 

Shih (NYU) 



Donna Calhoun

ForestClaw on GPUs
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Ported fully unsplit wave propagation algorithm for hyperbolic 
conservation laws (implemented in Clawpack) to CUDA.  

• Copy time level solution on all patches to single contiguous 

block of CPU memory  

• Copy contiguous block of CPU memory to the GPU.  

• Configure the GPU to assign one 1d thread block to each single 

ForestClaw patch

• Divide shared memory equally among thread blocks=patches

• All solution data resides in global memory;  shared memory is 

only used for temporary data

• CUDA function pointers used to provide custom Riemann 

solvers. 

Idea : Port the solver update on patches to the GPU. 
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ForestClaw on GPUs
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block_size = 128;  batch_size = 4000; 
mwork = 9*meqn + 9*maux + mwaves + meqn*mwaves; 
bytes_per_thread = sizeof(double)*mwork; 
bytes = bytes_per_thread*block_size; 

dim3 block(block_size,1,1);   
dim3 grid(1,1,batch_size); 

claw_flux2<<<grid,block,bytes>>>(mx,my,meqn,..)

One ForestClaw patch per 
CUDA block

~4000 patches in a batch 
~128 threads per block

1d thread blocks 
3d grid
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Patch layout with 
valid ghost cell data
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ys = (2*mbc + mx);   /* Stride */ 
ifaces_x = mx + 2*mbc-1; 
ifaces_y = my + 2*mbc-1; 
num_cells = ifaces_x*ifaces_y; 

for(ti = threadIdx.x; ti < num_ifaces; ti += blockDim.x) 
{ 
  ix = ti % ifaces_x; 
  iy = ti/ifaces_x; 

  I = (iy + 1)*ys + (ix + 1);  
    ....

Thread block - loop over faces

SIAM CSE - Spokane - 2019

mx  : Number of interior grid cells in x 
my  : Number of interior grid cells in y 
mbc : Number of ghost cells

I

Linear 
index 

location

Solve a normal Riemann 
problem at each face;  
include 1 ghost cell in 
each direction
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One dimensional thread block
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Solve Riemann problems at x and y faces

First pass

Second pass

Third pass

Fourth pass

Fifth pass

Warp = 32 threads

•  No block 
synchronization 
required


• Typical patch 
sizes are 32x32


• Number of 
threads per 
patch : ~128, 
depending on 
shared memory 
requirements
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Normal Riemann problems
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Thread

Global solution 
data accessed 
by thread

Fluxes computed 
at an x interface

Fluxes computed 
at a y interface

•Each thread 
makes a  local 
copy of global 
data and stores it 
in shared 
memory.  


•Fluxes computed 
Riemann 
problems stored 
in global array

Fluxes are computed by solving Riemann problems
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Unsplit algorithm
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Thread

Global data 
stored at cell 
interfaces

Fluxes are computed by solving Riemann problems

Results from a 
horizontal normal 
Riemann problems 
are propagated in 
the vertical direction

•Each transverse 
solve stores data 
in the same 
global memory 
space


•To avoid data 
collisions with 
other threads 
writing to the 
same global 
memory, four 
passes over all 
the global data 
are required, one 
for each “color”


•Sync threads 
between each 
pass
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Transverse Riemann problems
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Thread

Global data 
accessed by 
thread

Fluxes are computed by solving Riemann problems

Results from the 
vertical  Riemann 
problems are then 
propagated in a 
horizontal  direction

•Each transverse 
solve stores data 
in the same 
global memory 
space


•Four more 
passes over all 
the global data 
are required
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Unsplit wave propagation
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Fully unsplit wave propagation algorithm is implemented in a single 
CUDA kernel. 

• While more expensive than the dimensionally split version, the 

unsplit algorithm may be more suited to AMR. 

• The cost in CUDA is that parts of the code that can be done 

together are are now split to avoid race conditions.   Maybe we 
can improve on this by using more global memory? 

• Our GPU configuration does not require any synchronization 
between thread blocks


• Since all patches are the same size, they can be processed in 
large batches (O(1000) per batch)


• All AMR tasks including filling ghost cells is done on the CPU
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Shock-bubble problem
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• Euler equations : Four field variables per finite volume cell

• Riemann solvers written in CUDA and passed in as CUDA pointers

• 32x32 patch sizes seem optimal

• Ran on 4 node (4 cores per node) cluster with 2 GeForce Titan X (2015) per node

• CPU and GPU results agree to machine precision

Related work :

H. G. Ohannessian, G. Turkiyyah, A. J. Ahmadia, and D. I. Ketcheson, CUDACLAW: A high-

performance programmable GPU framework for the solution of hyperbolic PDEs, arXiv, 
1805.08846 (2018).


X. Qin, R. J. LeVeque, M. Motley, “Accelearting wave-propagation algorithms on adaptive mesh with 
the graphics processing unit (GPU)”, 2018.
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ForestClaw on GPUs
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Each processor had access to 1 GPU

CPU
GPU

Ported to GPU
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Should you buy a GPU?
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1 GPU is equivalent 
to about 8 CPUs
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Ongoing work
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Thank you! 

• Direct solvers for AMR quad tree meshes (A. Gillman, Rice)

• Extensions to full 3d (C. Burstedde)

• New and ongoing application areas including overland 

flooding (using GeoClaw extension in ForestClaw), volcanic 
ash transport (joint with USGS), wildland fires and fluid 
structure interactions.

www.forestclaw.org www.github.com/ForestClaw


